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We found the experimental design of the TREC HARD
Abstract : , .

track' [1] quite appropriate for our research interests. For

the past two years, participants in the HARD TREC
We report on an evaluation of the effectiveness of (Highly Accurate Retrieval of Documents) have
considering a user's familiarity with a topic in improving investigated,inter alia, how to take account of various
information retrieval performance. This approach to aspects of an information seeker’'s context and preferences
personalization is based on previous results indicating in order to improve IR performance. This has been done
differences in user search behavior and judgmentsthrough a specific experimental procedure, as follows.
according to his/her familiarity to the topic explored, and People calledassessorswere asked to construct TREC-
to research on using implicit sources of evidence to style search topics, of personal interest to thewhen
determine the user's context and preferences. constructing these topics, the assessors were asked to
Our attempt was to relate a topic-dependent concept andSPecify particular categories ofietadataassociated with
measure, familiarity with the topic, with topic-independent the topic and themselves, which are indicative of various
measures of documents such as readability, concreteness #SPects of theontextwithin which that topic was situated.
abstractness, and specificity / generality. Contrary to our The categories and values of topic metadata that were
expectations, a user’s familiarity with a topic has no effect Specified for the HARD track in 2004 were:

on the utility of readability or concrete/abstract scoring. f desiredgenreof documents, with values: news-reports,
We are encouraged, however, to find that high readability opinion-editorial, other, any.

had a positive effect on searaksults, regardless of a f desiredgeographic coveragewith values: US, other,
user’s familiarity with a topic. any.

1. Introduction

Two key issues in current information retrieval (IR)
research, are how to take account of the searcher’s profile
and context in order to personalize the list of documents
estimated to be relevant, and which aspects of context
affect relevance judgments [7]. There has been substantial
research indicating that a person’s familiarity with the topic
of a search influences the person’s information behavior in
a variety of ways, including, among others, the criteria
applied when making relevance judgments [8, 15]. The
research reported in this paper was motivated by our
interest in investigating different ideas about the
relationships of a person’s degree of familiarity with a topic
and the relevance of documents with particular identifiable
characteristics.



Using the NIST specification, assessors indicated theirconcrete documents may be preferred by all searchers, no
familiarity with a topic as a binary value. A binary matter what their familiarity with the topic is. The rest of
conceptualization of familiarity may be inadequate to this section describes our investigation of these ideas.
capture its potentially complex dimensions; we nonetheless
take its operationalization as defined by the HARD track, -
as a basis for the inference of a set of corollary judgments.s'l' Readability and relevance
When a document was judged non-relevant only because it
did not meet the familiarity requirement, for the assessorConcerning readability and relevance we formulated the
that document must have had the opposite familiarity value.new hypotheses:

Therefore, a negative judgment of hard relevance for
readers with low familiarity allows inference that the

document is suitable for readers with high familiarity, and
vice versa. A unified group of cases was formed of the
original and inferred examples.

In pooling the documents by high or low familiarity, we
assumed that the suitability of a given document is not a
function of the topic under which it is considered. This  We tested the H4.1 by building ROC curves (figs. 1, 2,
seems reasonable in view of the observation that relevan) that show how well readability scores classified the
documents deemed suitable for readers with high topicrelevant documents meeting the appropriate familiarity
familiarity are unlikely to be judged unsuitable on the basis criteria. It is apparent from figure 1 that H4.1 fails:
of familiarity for another topic requiring high familiarity. ~readability does rather badly at predicting the soft
ROC curves were generated for each hypothesis. relevance, or judgment of topicality match. Figures 2 and 3

We used ROC curves to examine ranked documentsShow failure for searchers both familiar and unfamiliar with
using two classes of predictors: readability scores and!Ne topics, with the latter doing slightly worse.
concreteness / abstractness scores. Unfortunately, the implication is that we cannot rely on

As we reported in our TREC paper [5], all three readability to help improve the retrieval effectiveness of the

hypotheses were rejected overall. However, it was P@seline, by improving the ranks of highly readable

interesting to observe that they were partially supported bydocuments. However, as he had expected a positive

our data. More precisely, high readability (expressed asoutcome for H4.1 and had the entire experimental setup
high Flesch scores, low number of syllables per word or Prepared, we tested the H4.2 by combining the baseline

low average number of syllables per word) and high SCOres with readability scores, at different weight levels.

concreteness (expressed as high concreteness score)
appeared to predict relevance for subjects with low
familiarity with the topic. On the other hand, low
readability and high abstractness did worse than random
guessing at predicting document relevance for subjects
highly familiar with the topic. s

H4.1: (conceptualDocuments that are more readable are
more likely to be relevant.

H4.2: (practical) Boosting the baseline scores for
documents with higher readability will improve soft
effectiveness (Blind readability feedback).
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5. Plan B — Alternative hypotheses ©

Our original hypotheses postulated specific effects of
the level of topic familiarity on preferences for readability 25
and terminological specificity. For H1, we found weak
evidence that searchers with low familiarity with the topic
preferred more readable documents, but we found no
evidence that searchers with high familiarity preferred less
readable documents. That caused us to consider the 1 - Specificity
possibility that familiarity has no specific effect on users’ Figure 1: Readability as predictor of
document readability preference. Instead, it may be the case relevance over all topics
that users have a general preference for readable
documents. Similarly, we were compelled to consider the
possibility that all searchers experience readable documents
as more familiar than less readable documents. Also, more
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Figure 2: Readability as predictor of
relevance for high familiarity topics
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Figure 3: Readability as predictor of
relevance for low familiarity topic

Table 2: System performance improvement
for soft-relevance judgments using
readability-weighted retrieval

w = 0.05 w=0.1 w=0.2 w=04
304 256 292 277
AvgP
(0.0330) (0.0048) (0.0146) (0.0034)
1 1 1.5 8.5
P@10
(0.9772) (0.9773) (0.6813) (0.3749)
R.P 8 9 9 16
(0.6062) (0.2234) (0.0332) (0.0039)

The Wilcoxon test was applied for various standard
measures of IR retrieval effectiveness (AvgP, P@10 and R-
P in the left column). The baseline run was compared
against retrieval results using the weighted combination of
evidence at several different weights (the w values in the
top row). The results are displayed in table 2 in a standard
T(p) format for reporting Wilcoxon results. T is an
indication of the difference in ranks between the two
samples where higher numbers indicate greater differences,
and p is the usual statistical significance measure.

Rather surprisingly, we did obtain a significant retrieval
performance increase, although the improvement only
happened for average precision and for R-precision at
certain weight levels, not for precision at 10 documents.
This indicates that taking readability into account can in
fact improve the overall ranking of the results, even if it
does not affect the very top of the ranked list.

5.2. Readability and familiarity

Concerning readability and familiarity the new hypotheses
were:

H5.1: (conceptual)Documents that are more readable
are more likely to be accepted by the user on
familiarity grounds.

H5.2: (practical) Boosting the baseline scores for
documents with higher readability will improve
hard effectiveness (Blind readability feedback).

To investigate these hypotheses we generated the ROC
curves in figs. 4, 5 and 6. The ROC curve in figure 4
weakly confirms H5.1. The more readable a document, the
less likely it is to be rejected on familiarity grounds, i.e. the
more likely the user to judge the familiarity level of the
document as appropriate, given their understanding of the
topic area. As readability is an attribute of the document,
and familiarity is a relationship between the reader and the
topic of the document, we conclude that assessors are
subjective: they are going to be more lenient when judging
easier to read documents.

It is interesting to look at the ROC curves for two
distinct and disjoint sets of data. The curve in figure 5
concerns assessors that have indicated much familiarity
with the topic and that in figure 6 assessors that have
indicated little familiarity with the topic. It is apparent that,
although readability is proven to be a (somewhat weak)
predictor of document acceptance on familiarity grounds
for both classes of searchers, there are significant
differences: the prediction for searchers familiar with the
topic works better at high specificity, while for searchers
unfamiliar with the topic it works better at high sensitivity.
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Figure 6: Readability as pr edictor of familiarity
acceptance for assessors unfamiliar with the
topic

Figure 4: Readability as predictor of familiarity
acceptance

1.00
It would be interesting to interview or observe the

NIST assessors in their evaluation process. Even a log of
their actions, especially including the time spent on each
document, might provide evidence for this interpretation
of the ROC curves.

50 H5.2 was tested in the same way as H4.2, with the
difference that hard relevance judgments were used to
test effectiveness (table 3).
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Table 3: System improvement for hard-
relevance judgments using readability-weighted

Sensitivity

0.00

0.00 25 50 75 1.00 retrieval
1 - Specificity w = 0.05 w=0.1 w=0.2 w =04
165 152 189 201
Figure 5: Readability as  predictor of familiarity AVBP | 00015 | (0.0008) | (0.0026) | (0.0015)
acceptance for assessors familiar with the topic 5 o o 3
P@10
(0.5) (0.5) (0.1729) | (0.2919)
Intuitively, we could explain this difference based on R-P 0 0 0 13
specific behavior: searchers familiar with the topic are (0.0180) | (0.0295) | (0.0071) | (0.0126)

tougher judges, more likely to read or scan a document

before taking a decision, and more likely to reject  pe jncrease in hard-relevance-based performance is
documents. They are right to reject some inappropriategjqnificant for average precision and R-precision, but not
documents, but may be too tough and will reject some goods, hrecision at 10 documents. Again, the very top of the
documents. On the other haressessors unfamiliar with — ohieq Jist was unaffected, but taking readability into
the topic will probably base their relevance judgments on a.c6nt can improve the overall ranking of the results.
superficial match between query terms and the document

content. They are less likely to read or scan the documents

when making relevance judgments, and will base their5.3. The effect of document concreteness

judgment more on readability. They are right in accepting
many appropriate documents, but are too lenient and will

accept some inappropriate documents. In a way similar to the investigation of readability, the

results from H3 suggested that we should further
investigate the effect of concreteness scores on the



assessors’ perception of document appropriateness for
certain familiarity level. We formulated the following
hypotheses:

H6.1: Documents that are more concrete are more likely to
be relevant.

H6.2: Documents that are more concrete are more likely to
be accepted by the user on familiarity grounds.
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Figure 7. Concreteness as predictor of
relevance
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Figure 8. Concreteness as predictor of
familiarity acceptance

Figures 7 and 8 indicate weak support for these
hypotheses, which suggests that concreteness scores m

also be able to improve retrieval effectiveness, when

combined with effectiveness scores.

acores. We were surprised to obtained a very low (rho =
0.021) value of the Spearmann correlation, even if this was
found to be consistent (p = 0.01). This result indicates that
the ease or, on the other hand, the difficulty to read a
document can be expressed at various levels. Scores such
as Flesch may indicate the ease to read words and
sentences, but not the level of abstractness of a document.
Moreover, neither of these scores captures adequately the
level of familiarity required to really comprehend the
content of a document.

One can argue that some topics are more abstract than
others, and therefore more abstract documents are needed
in order to satisfy the searcher’s information need. We plan
to conduct further experiments to investigate this idea, by
trying to match the abstractness level of documents and
topics.

6. Discussions and conclusions

We were surprised to find that none of our initial,
seemingly reasonable hypotheses was confirmed by the
experiments. Taking account of a user’s familiarity with a
topic by relating the readability or concreteness /
abstractness score of a document to familiarity level, in an
attempt to personalize the search output, had no effect on
retrieval performance.

Despite the failure to confirm our intuition, we are
extremely encouraged by the evidence that positively
weighting high readability documents improved search
results independently of a user's familiarity with a topic.
This novel result appears to be important and allows for
practical application. Retrieval effectiveness may be
improved by taking into account object readability, an
objective and topic-independent document measure that can
be computed offline, for example at indexing time. More
experiments, including ones to test topic-effects, are needed
before we can safely generalize this result.

It is important to note that, in our experiments,
performance improvement was significant only for average
precision. R-precision and precision at the top ten
documents were not enhanced significantly. We speculate
that readability scoring may serve to demote documents
that do not conform to the structural features of common
text, such as a news story. Another possible explanation
may be that that the difference between baseline scores is
larger at the top of the ranked list, and therefore the effect

the metadata in terms of re-ranking the baseline is
reduced. In parallel work we are investigating this issue by
looking at the distribution of relevant documents on score
values and by exploring various weighting schemes and

I_ntumvely, more concrete documents are expected to besormulae for combining scores.
easier to read and comprehend, so we expected a relatively

high correlation between readability and concreteness The observation that both soft and hard effectiveness

can be improved by promoting documents with a high



